

    
      
          
            
  
Welcome to Read the Docs

This is an autogenerated index file.

Please create an index.rst or README.rst file with your own content
under the root (or /docs) directory in your repository.

If you want to use another markup, choose a different builder in your settings.
Check out our Getting Started Guide [https://docs.readthedocs.io/en/latest/getting_started.html] to become more
familiar with Read the Docs.
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LiteSQL - C++ Object-Relational Persistence Framework

LiteSQL is a C++ library that integrates C++ objects tightly to relational database and thus provides an object persistence layer. LiteSQL supports SQLite3, PostgreSQL and MySQL as backends. LiteSQL creates tables, indexes and sequences to database and upgrades schema when needed. In addition to object persistence, LiteSQL provides object relations which can be used to model basic OO building blocks (aggregation, composition, association). Objects can be selected, filtered and ordered using template- and class-based API with type checking at compile time.



Features


	SQLite3, PostgreSQL, MySQL and Oracle-backend support


	C++ object persistence (store, update, retrieve)


	relational operations (filtering, ordering, referencing other objects)


	automatic database structure maintenance (creates, updates and drops tables/indices behind the scenes)


	C++ template based database API -> no SQL queries by hand






License

This library is distributed under the terms of [BSD-License](@ref bsd_license)



Status

0.3.x version is a proof-of-concept implementation, works for non-critical use



Download

Please continue to the Download page [http://sourceforge.net/project/showfiles.php?group_id=113304].



Mailing List

Discussion about the library (help requests, new ideas, etc.) is very welcome at litesql-users mailing list [http://lists.sourceforge.net/lists/listinfo/litesql-users]



Contributions Welcome

There is a lot of interesting tasks available (the list of active tickets [https://sourceforge.net/p/litesql/_list/tickets?source=navbar]).
Please acknowledge the license of the project before contributing. Only contributions that can be released under the license will be included.



Documentation


	[Quick Start](@ref quickstart) – a simple complete example


	[Contributors](@ref contributors) – the persons who have dedicated their precious time for a good purpose


	[Examples](@ref examples) – code snippets for doing simple things


	[Defining Database](@ref defining_database) – how to write an XML database definition file


	[OR-mapping model](@ref mapping_objects_to_database) – how the objects are stored in the database







          

      

      

    

  

    
      
          
            
  
BSD License

LiteSQL is distributed under the terms of BSD-license stated below:

Copyright (c) 2009, Tero Laitinen and all contributors

All rights reserved.

Redistribution and use in source and binary forms, with or without modification, are permitted provided that the following conditions are met:

* Redistributions of source code must retain the above copyright notice, this list of conditions and the following disclaimer.
* Redistributions in binary form must reproduce the above copyright notice, this list of conditions and the following disclaimer in the documentation and/or other materials provided with the distribution.
* Neither the name of the Tero Laitinen nor the names of its contributors may be used to endorse or promote products derived from this software without specific prior written permission.





THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS “AS IS” AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.




          

      

      

    

  

    
      
          
            
  
Contributors

(in alphabetical order)

Allen Cronce


	Wrote XCode support package




Tero Laitinen, tero.laitinen (at) iki (dot) fi


	Started the project


	Wrote quite a bit of code / related work products




Frank Landgraf


	Added CMake support


	Wrote fixes that add compatibility with Visual Studio Libraries




Michel Loiseleur


	Fixed memory leaks in transaction routines of all backends.




Eric McDonald


	Renoved autotools related files.


	Wrote a lot of versioning and packaging improvements.




Heiko Nardmann


	Fixed compilation issues which prevented LiteSQL from compiling on GCC 4.x




Axel Schmidt


	Made LiteSQL compile with VC++ (fixed some related bugs).




Akhil Kumar


	Made oracle backend







          

      

      

    

  

    
      
          
            
  
Writing XML Database Definition

Before the library can be used, an XML file has to be written. The XML file defines types, objects, fields, methods and relations between objects of the database.

For those of you familiar with DTD, the file format is defined in [attachment:litesql.dtd litesql.dtd]. To make valid XML, the definition file should begin with following lines:

<?xml version="1.0"?>
<!DOCTYPE database SYSTEM "litesql.dtd">







Database-tag

A database definition file has a root tag which encloses all definitions inside it. It must have exactly one ‘database’-tag.

<database name="TestDatabase" namespace="test" [include="extra.hpp"]>
   ... definitions ...
</database>





Note: attributes in [square brackets] are optional.


	‘namespace’ - attribute defines C++ - namespace into which all generated classes will be put.


	‘include’ - attribute defines C++ - header file to be included in generated header file




The definition above will be extracted to C++ - class test::TestDatabase.


Include-tag

A database definition can have zero or more ‘include’-tags.
The model in the included file is read, objects and relations are inserted
into the actual model.


	name  - is the name of the file (absolute or relative to actual working directory in the os-specific notation)




<include name="othermodel.xml" />








Object-tag

Each ‘object’-tag will be extracted to Persistent-class. ‘object’-tags are placed inside ‘database’-tag.

<object name="MyObject" [inherits="ParentObject"]>
   ... definitions ...
</object>
}}}






	‘inherits’ - attribute defines the class from which the new class is inherited.






Field-tag

‘field’-tags are used to define Persistent object’s fields (data members) and relation attributes. They can be placed inside ‘object’-tag or ‘relation’-tag.

<field name="myfield" type="integer" [default="1"] [indexed="true"]/>
<field name="color" type="integer">
    <value name="Red" value="0"/>
    <value name="Green" value="1"/>
</field>






	possible values for ‘type’-field are “integer”, “bigint”, “string”, “boolean”, “date”, “time”, “datetime”, “float”, “double” and “blob”


	‘default’ - attribute defines the initial value of field when object is created.


	‘indexed’ - attribute defines whether to CREATE INDEX for the field or not, default value is ‘false’.




Enumerated values can be specified by putting ‘value’-tags inside ‘field’-tag.



Method-tag

Persistent object’s methods are defined with ‘method’-tag. It is placed inside ‘object’-tag.

<method name="myMethod" [returntype="void"]>
    <param name="magic" type="int"/>
</method>






	‘returntype’ - attribute defines C++ - return type for method


	‘param’ - tags are optional. They can be used to define parameters for method.






Relation-tag

‘relation’-tag defines a relation between two or more objects.

<relation [name="SomeRelation"] [id="1"] [unidir="true"]>
    <relate object="Person" [unique="false"] [limit="one"] [handle="cars"]/>
    <relate object="Car" [limit="many"] [handle="owner"]/>
    ... more related objects ...
    [<field name="order" type="integer"/>]
    ... more relation attributes ...
</relation>






	‘name’-attribute defines the name of C++ class of the relation


	‘id’-attribute is used to separate multiple relations with same objects (it is appended to the name of relation table)


	‘unidir’-attribute is used to indicate that the relation is not bidirectional, default is ‘false’. Note: this has an effect only when two classes of the same type are in relation.


	‘relate’ - tag defines object in relation


	‘limit’ - attribute defines constraints for relation. Note: this has an effect only in 2-ended relations


	‘unique’ - attribute defines constraints for relation, too. Note: this cannot be used when ‘limit’ is specified


	‘handle’ - attribute defines identifier for relation handle, a short cut when accessing relation from a single object.


	relation attributes can be defined using ‘field’-tag


	Note: Put relation attributes with default values last so link-method can be properly generated






Index-tag

‘index’-tag defines an index built on two or more fields. It can be used inside ‘object’- and ‘relation’-tags.

<field name="myfield" type="integer" [default="value"] [indexed="true"]/>
<field name="color" type="integer">
    <value name="Red" value="0"/>
    <value name="Green" value="1"/>
</field>
<index [unique="true"]>
    <indexfield name="myfield"/>
    <indexfield name="color"/>
</index>






	‘unique’ - attribute defines whether there can be multiple equal field tuples






Indexfield-tag

‘indexfield’-tag defines an index field inside multi field index. It can be used inside ‘index’-tag.



Naming Identifiers

C++’s reserved words cannot be used as identifier names. Also, “id”- and “type”-fields are defined for each Persistent-object.




          

      

      

    

  

    
      
          
            
  
Examples



Creating and Dropping Database

The code below defines a simple database:


<?xml version="1.0"?>
<!DOCTYPE database SYSTEM "litesql.dtd">
<database name="PersonDatabase">
    <object name="Person">
        <field name="name" type="string"/>
    </object>
</database>





The database file is created when PersonDatabase is constructed. First argument of constructor is requested backend. Other possibilities are “postgresql” and “mysql”. Refer to class documentation for details.


PersonDatabase db("sqlite3", "database=person.db");





The database has to be created before any Persistent - classes can be used.


db.create();





The database can be dropped using drop() - method.

db.drop();





Suppose the database schema has changed along with new features of the program. Few data fields has been added to Person-class and completely new Persistent-class House has been defined. To upgrade database on disk, use needsUpgrade() and upgrade() - methods.


if (db.needsUpgrade())
    db.upgrade();





If new fields has been added to classes, the upgrade operation may be quite costly. All backends do not support table modifications so records has to be copied forth and back.

Upgrade routine will try to preserve data. It will drop fields that are not in new schema and insert NULL-values to new fields.



Storing and Deleting Persistents

A simple Person database:


<?xml version="1.0"?>
<!DOCTYPE database SYSTEM "litesql.dtd">
<database name="PersonDatabase">
    <object name="Person">
        <field name="name" type="string"/>
        <field name="age" type="integer"/>
    </object>
</database>





Following code demonstrates how to insert Persons to database:


PersonDatabase db("sqlite3", "database=person.db"); // assumes the database has been created

Person person(db); // construct Person, does not write anything to database
person.name = "Bob"; // assign values to fields
person.age = 20;
person.update(); // writes a new record to database

person.age = 21; // Bob got just older
person.update(); // updates old record

person.id = 100; // force internal identifier (id) to 100 
person.update(); // updates old record





Note: if internal identifier (id-field) is changed, relations will not “follow” the object and will not be deleted either. If the object is not replaced with another object, relations should be manually dropped using delRelations-method.

Following code demonstrates how to delete Persons from database:


Person person = select<Person>(db).one(); // any Person will do

person.del(); // person.onDelete() gets called before data is deleted







Selecting Persistents and Expr-API


select-function


template <class T> select(const Database& db, const Expr& filter=Expr());





Template function select returns DataSource which can be used to retrieve Persistent-objects or to create more complex queries.
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How Objects Are Stored in the Database

Please refer to Scott Ambler’s article [http://www.agiledata.org/essays/mappingObjects.html] for detailed information about object-relational mapping techniques. This document states briefly how LiteSQL does it.



Persistent Objects

A persistent object is an instance of a class that has a possibly empty predefined set of data attributes. A data attribute here is a labelled atomic piece of data.

The most intuitive way to store this kind of data in a relational database is to model each class as a table and instances of a class as rows in the corresponding table. Persistent objects that are instances of derived classes are possibly composed of several sets of data attributes. Each of these sets is stored in a separate table.

In C++, an instance of a class is located at a specific location of memory. However, if only the data attributes of an instance were stored in the database, different instances with the values same int their data attributes could not be distinguished. That is why each persistent object is assigned a numeric object identifier which is unique within the class hierarchy ie. (derived) instances of different base classes may share object identifiers.

Summary:


	one table per one class (including derived classes)


	one column in a table per one data attribute


	extra column in every table to identify objects == object identifier (integer)


	instances of derived classes are split into rows in multiple tables






More About Object Identifiers

Persistent objects can be instantiated in two ways (in C++). Either they are created as new or they are constructed using data from the database. In either case, the persistent object is given a database reference. If the persistent object was created as new, it does not have an object identifier because there are no corresponding rows in the database. When the object is stored to the database, it is assigned a new object identifier. How the new object identifier is created depends on the backend ie. the database used. It is either generated using a sequence or an auto-incrementing column. The object identifiers are unique within the class hierarchy in a single database.

Summary:


	one sequence per one class hierarchy (for object identifiers)


	when the object is stored for the first time, it is given a new object identifier






Data Serialization

LiteSQL operates database using SQL. That implies that when storing an object, its data attributes have to be serialized to strings. Also, when an object is retrieved from the database, its data attributes have to be reconstructed from the received character data. LiteSQL supports few basic types for atomic data (which is a subject to change). Each of them has a specific column type in SQL and conversion routines for mapping C++ attributes to strings and back.

Summary:


	data attributes are converted to/from strings






Relations Between Objects

LiteSQL models all relations between objects (has-a, is-associated-with, belongs-to, etc.) using a separate table. In LiteSQL, a relation is a subset of a cartesian product of the instances of a certain set of classes and the value domains of a possibly empty set of relation attributes, that is, a relation may link one or more classes and zero or more data attributes.

In C++, relations like these are be modelled using pointers (and high-level containers using pointers). LiteSQL stores tuples of object identifiers possibly with some data attributes to model relations.

Summary:


	one table per one relation (including one-to-many relations)


	one column per one class in a relation (they refer to object identifiers)


	one column per one data attribute in a relation
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Quick Start



Step 1: Write XML-file which defines objects, fields, methods and relations in database.

Simple example database definition file exampledatabase.xml:

<?xml version="1.0"?>
<!DOCTYPE database SYSTEM "litesql.dtd"> 
<database name="ExampleDatabase" namespace="example">
    <object name="Person">
        <field name="name" type="string"/>
        <field name="age" type="integer" default="15"/>
        <field name="sex" type="integer">
            <value name="Male" value="0"/>
            <value name="Female" value="1"/>
        </field>
        <method name="sayHello"/>
    </object>
    <relation id="Mother" unidir="true">
        <relate object="Person" limit="many" handle="mother"/>
        <relate object="Person" limit="one"/>
    </relation>
    <relation id="Father" unidir="true">
        <relate object="Person" limit="many" handle="father"/>
        <relate object="Person" limit="one"/>
    </relation>
    <relation id="Siblings">
        <relate object="Person" handle="siblings"/>
        <relate object="Person"/>
    </relation>
    <relation id="Children" unidir="true">
        <relate object="Person" handle="children"/>
        <relate object="Person"/>
    </relation>
    <object name="Role"/>
    <object name="Student" inherits="Role"/>
    <object name="Employee" inherits="Role"/>
    <relation id="Roles" name="RoleRelation">
        <relate object="Person" handle="roles" limit="one"/>
        <relate object="Role" handle="person"/>
    </relation>
    <object name="School">
        <field name="name" type="string"/>
    </object>
    <relation>
        <relate object="Student" handle="school"/>
        <relate object="School" handle="students" limit="one"/>
    </relation>
    <object name="Office"/>
    <relation>
        <relate object="Employee" handle="office"/>
        <relate object="Office" handle="employees"/>
    </relation>
</database>





Figure of database (generated with graphviz and litesql-gen):

[image: exampledatabase.png]image



Step 2: Run Code Generator

litesql-gen -t c++ exampledatabase.xml





Files exampledatabase.cpp and exampledatabase.hpp are written.



Step 3: Write Application Code

	// include LiteSQL's header file and generated header file
#include <iostream>
#include "litesql.hpp"
#include "exampledatabase.hpp"
// provide implementation for Person::sayHello
void example::Person::sayHello() {
    std::cout << "Hi! My name is " << name 
        << " and I am " << age << " years old." << std::endl;
}

// no name collisions expected
using namespace litesql;
using namespace example;

int main(int argc, char **argv) {

         std::cout << "joo" << std::endl;
    try {
        // using SQLite3 as backend
         ExampleDatabase db("sqlite3", "database=example.db");
        // create tables, sequences and indexes
        db.verbose = true;
        db.create();
        // start transaction
        db.begin();

        // create couple of Person-objects
        Person jeff(db);
        jeff.name = "Jeff";
        jeff.sex = Person::Sex::Male;
        jeff.age = 32;
        // store Jeff to database
        jeff.update();
        Person jill(db);
        jill.name = "Jill";
        jill.sex = Person::Sex::Female;
        jill.age = 33;
        jill.update();
        Person jack(db);
        jack.name = "Jack";
        jack.sex = Person::Sex::Male;
        jack.update();
        Person jess(db);
        jess.name = "Jess";
        jess.sex = Person::Sex::Female;
        jess.update();
        // build up relationships between Persons 
        jeff.children().link(jack);
        jill.children().link(jack);
        jill.children().link(jess);
        jack.father().link(jeff);
        jack.mother().link(jill);
        jess.mother().link(jill);
        jack.siblings().link(jill);
        // roles (linking examples)
        Office office(db);
        office.update();
        School school(db);
        school.update();

        Employee jeffRole(db);
        jeffRole.update();
        jeff.roles().link(jeffRole);
        jeffRole.office().link(office);

        Student jackRole(db), jessRole(db);
        jackRole.update();
        jessRole.update();
        jack.roles().link(jackRole);
        jess.roles().link(jessRole);
        
        jackRole.school().link(school);
        jessRole.school().link(school);
        
        // count Persons
        cout << "There are " << select<Person>(db).count() 
             << " persons." << endl;
    
        // select all Persons and order them by age
        vector<Person> family = select<Person>(db).orderBy(Person::Age).all();
        // show results
        for (vector<Person>::iterator i = family.begin(); i != family.end(); i++)
            cout << toString(*i) << endl;
             
        // select intersection of Jeff's and Jill's children and
        // iterate results with cursor
        Cursor<Person> cursor = intersect(jeff.children().get(), 
                                          jill.children().get()).cursor();
        // Jack should say hello
        for (;cursor.rowsLeft();cursor++) 
            (*cursor).sayHello();
        
        // select a non-existing Person
        try {
            select<Person>(db, Person::Id == 100).one();
        } catch (NotFound e) {
            cout << "No Person with id 100" << endl;
        }
        // commit transaction
        db.commit();
        // clean up 
        db.drop();
    } catch (Except e) {
        cerr << e << endl;
        return -1;
    }
    return 0;
}







Step 4: Compile, Link and Execute

When executed, the example program will output following:

There are 4 persons.
-------------------------------------
id_ = 4
type_ = Person
name_ = Jess
age_ = 15
sex_ = 1
-------------------------------------

-------------------------------------
id_ = 3
type_ = Person
name_ = Jack
age_ = 15
sex_ = 0
-------------------------------------

-------------------------------------
id_ = 1
type_ = Person
name_ = Jeff
age_ = 32
sex_ = 0
-------------------------------------

-------------------------------------
id_ = 2
type_ = Person
name_ = Jill
age_ = 33
sex_ = 1
-------------------------------------

Hi! My name is Jack and I am 15 years old.
No Person with id 100





Following SQL queries are executed under the hood. Most of the queries are related to creating database schema and storing it to schema-table.

CREATE TABLE schema (name TEXT, type TEXT, sql TEXT);
DELETE FROM schema WHERE name='schema' and type='table'
INSERT INTO schema VALUES ('schema','table','CREATE TABLE schema (name TEXT, 
type TEXT, sql TEXT);')
CREATE TABLE Person_ (id_ INTEGER PRIMARY KEY,type_ TEXT,name_ TEXT,age_ 
INTEGER,sex_ INTEGER)
DELETE FROM schema WHERE name='Person_' and type='table'
INSERT INTO schema VALUES ('Person_','table','CREATE TABLE Person_ (id_ INTEGER 
PRIMARY KEY,type_ TEXT,name_ TEXT,age_ INTEGER,sex_ INTEGER)')
CREATE TABLE Role_ (id_ INTEGER PRIMARY KEY,type_ TEXT)
DELETE FROM schema WHERE name='Role_' and type='table'
INSERT INTO schema VALUES ('Role_','table','CREATE TABLE Role_ (id_ INTEGER 
PRIMARY KEY,type_ TEXT)')
CREATE TABLE Student_ (id_ INTEGER PRIMARY KEY)
DELETE FROM schema WHERE name='Student_' and type='table'
INSERT INTO schema VALUES ('Student_','table','CREATE TABLE Student_ (id_ 
INTEGER PRIMARY KEY)')
CREATE TABLE Employee_ (id_ INTEGER PRIMARY KEY)
DELETE FROM schema WHERE name='Employee_' and type='table'
INSERT INTO schema VALUES ('Employee_','table','CREATE TABLE Employee_ (id_ 
INTEGER PRIMARY KEY)')
CREATE TABLE School_ (id_ INTEGER PRIMARY KEY,type_ TEXT,name_ TEXT)
DELETE FROM schema WHERE name='School_' and type='table'
INSERT INTO schema VALUES ('School_','table','CREATE TABLE School_ (id_ INTEGER 
PRIMARY KEY,type_ TEXT,name_ TEXT)')
CREATE TABLE Office_ (id_ INTEGER PRIMARY KEY,type_ TEXT)
DELETE FROM schema WHERE name='Office_' and type='table'
INSERT INTO schema VALUES ('Office_','table','CREATE TABLE Office_ (id_ INTEGER 
PRIMARY KEY,type_ TEXT)')
CREATE TABLE Person_Person_Mother (Person1 INTEGER UNIQUE,Person2 INTEGER)
DELETE FROM schema WHERE name='Person_Person_Mother' and type='table'
INSERT INTO schema VALUES ('Person_Person_Mother','table','CREATE TABLE 
Person_Person_Mother (Person1 INTEGER UNIQUE,Person2 INTEGER)')
CREATE INDEX Person_Person_Mother_all_idx ON Person_Person_Mother 
(Person1,Person2)
DELETE FROM schema WHERE name='Person_Person_Mother_all_idx' and type='index'
INSERT INTO schema VALUES ('Person_Person_Mother_all_idx','index','CREATE INDEX 
Person_Person_Mother_all_idx ON Person_Person_Mother (Person1,Person2)')
CREATE INDEX _cdc62ca2d05d04aad6154853e5eeff0a ON Person_Person_Mother (Person1)
DELETE FROM schema WHERE name='_cdc62ca2d05d04aad6154853e5eeff0a' and 
type='index'
INSERT INTO schema VALUES ('_cdc62ca2d05d04aad6154853e5eeff0a','index','CREATE 
INDEX _cdc62ca2d05d04aad6154853e5eeff0a ON Person_Person_Mother (Person1)')
CREATE INDEX _19b685f391ae9a29eee2260423cb2e1c ON Person_Person_Mother (Person2)
DELETE FROM schema WHERE name='_19b685f391ae9a29eee2260423cb2e1c' and 
type='index'
INSERT INTO schema VALUES ('_19b685f391ae9a29eee2260423cb2e1c','index','CREATE 
INDEX _19b685f391ae9a29eee2260423cb2e1c ON Person_Person_Mother (Person2)')
CREATE TABLE Person_Person_Father (Person1 INTEGER UNIQUE,Person2 INTEGER)
DELETE FROM schema WHERE name='Person_Person_Father' and type='table'
INSERT INTO schema VALUES ('Person_Person_Father','table','CREATE TABLE 
Person_Person_Father (Person1 INTEGER UNIQUE,Person2 INTEGER)')
CREATE INDEX Person_Person_Father_all_idx ON Person_Person_Father 
(Person1,Person2)
DELETE FROM schema WHERE name='Person_Person_Father_all_idx' and type='index'
INSERT INTO schema VALUES ('Person_Person_Father_all_idx','index','CREATE INDEX 
Person_Person_Father_all_idx ON Person_Person_Father (Person1,Person2)')
CREATE INDEX _2bcb3ead0dfff9e1086a524c6e4ad2c3 ON Person_Person_Father (Person1)
DELETE FROM schema WHERE name='_2bcb3ead0dfff9e1086a524c6e4ad2c3' and 
type='index'
INSERT INTO schema VALUES ('_2bcb3ead0dfff9e1086a524c6e4ad2c3','index','CREATE 
INDEX _2bcb3ead0dfff9e1086a524c6e4ad2c3 ON Person_Person_Father (Person1)')
CREATE INDEX _7f31aa2d807b53cd7d4a4afc2d82f213 ON Person_Person_Father (Person2)
DELETE FROM schema WHERE name='_7f31aa2d807b53cd7d4a4afc2d82f213' and 
type='index'
INSERT INTO schema VALUES ('_7f31aa2d807b53cd7d4a4afc2d82f213','index','CREATE 
INDEX _7f31aa2d807b53cd7d4a4afc2d82f213 ON Person_Person_Father (Person2)')
CREATE TABLE Person_Person_Siblings (Person1 INTEGER,Person2 INTEGER)
DELETE FROM schema WHERE name='Person_Person_Siblings' and type='table'
INSERT INTO schema VALUES ('Person_Person_Siblings','table','CREATE TABLE 
Person_Person_Siblings (Person1 INTEGER,Person2 INTEGER)')
CREATE INDEX Person_Person_Siblings_all_idx ON Person_Person_Siblings 
(Person1,Person2)
DELETE FROM schema WHERE name='Person_Person_Siblings_all_idx' and type='index'
INSERT INTO schema VALUES ('Person_Person_Siblings_all_idx','index','CREATE 
INDEX Person_Person_Siblings_all_idx ON Person_Person_Siblings 
(Person1,Person2)')
CREATE INDEX _40a9e165aea530226f7b3d11bbf6cc89 ON Person_Person_Siblings 
(Person1)
DELETE FROM schema WHERE name='_40a9e165aea530226f7b3d11bbf6cc89' and 
type='index'
INSERT INTO schema VALUES ('_40a9e165aea530226f7b3d11bbf6cc89','index','CREATE 
INDEX _40a9e165aea530226f7b3d11bbf6cc89 ON Person_Person_Siblings (Person1)')
CREATE INDEX _d18823db577af84f812fec0813507d80 ON Person_Person_Siblings 
(Person2)
DELETE FROM schema WHERE name='_d18823db577af84f812fec0813507d80' and 
type='index'
INSERT INTO schema VALUES ('_d18823db577af84f812fec0813507d80','index','CREATE 
INDEX _d18823db577af84f812fec0813507d80 ON Person_Person_Siblings (Person2)')
CREATE TABLE Person_Person_Children (Person1 INTEGER,Person2 INTEGER)
DELETE FROM schema WHERE name='Person_Person_Children' and type='table'
INSERT INTO schema VALUES ('Person_Person_Children','table','CREATE TABLE 
Person_Person_Children (Person1 INTEGER,Person2 INTEGER)')
CREATE INDEX Person_Person_Children_all_idx ON Person_Person_Children 
(Person1,Person2)
DELETE FROM schema WHERE name='Person_Person_Children_all_idx' and type='index'
INSERT INTO schema VALUES ('Person_Person_Children_all_idx','index','CREATE 
INDEX Person_Person_Children_all_idx ON Person_Person_Children 
(Person1,Person2)')
CREATE INDEX _fe1eabc4d6da9afbc562dc04052d972d ON Person_Person_Children 
(Person1)
DELETE FROM schema WHERE name='_fe1eabc4d6da9afbc562dc04052d972d' and 
type='index'
INSERT INTO schema VALUES ('_fe1eabc4d6da9afbc562dc04052d972d','index','CREATE 
INDEX _fe1eabc4d6da9afbc562dc04052d972d ON Person_Person_Children (Person1)')
CREATE INDEX _81a57a61bb98b640be6eb729bb5b57f9 ON Person_Person_Children 
(Person2)
DELETE FROM schema WHERE name='_81a57a61bb98b640be6eb729bb5b57f9' and 
type='index'
INSERT INTO schema VALUES ('_81a57a61bb98b640be6eb729bb5b57f9','index','CREATE 
INDEX _81a57a61bb98b640be6eb729bb5b57f9 ON Person_Person_Children (Person2)')
CREATE TABLE Person_Role_Roles (Person1 INTEGER,Role2 INTEGER UNIQUE)
DELETE FROM schema WHERE name='Person_Role_Roles' and type='table'
INSERT INTO schema VALUES ('Person_Role_Roles','table','CREATE TABLE 
Person_Role_Roles (Person1 INTEGER,Role2 INTEGER UNIQUE)')
CREATE INDEX Person_Role_Roles_all_idx ON Person_Role_Roles (Person1,Role2)
DELETE FROM schema WHERE name='Person_Role_Roles_all_idx' and type='index'
INSERT INTO schema VALUES ('Person_Role_Roles_all_idx','index','CREATE INDEX 
Person_Role_Roles_all_idx ON Person_Role_Roles (Person1,Role2)')
CREATE INDEX Person_Role_Roles_person_idx ON Person_Role_Roles (Person1)
DELETE FROM schema WHERE name='Person_Role_Roles_person_idx' and type='index'
INSERT INTO schema VALUES ('Person_Role_Roles_person_idx','index','CREATE INDEX 
Person_Role_Roles_person_idx ON Person_Role_Roles (Person1)')
CREATE INDEX Person_Role_Roles_role_idx ON Person_Role_Roles (Role2)
DELETE FROM schema WHERE name='Person_Role_Roles_role_idx' and type='index'
INSERT INTO schema VALUES ('Person_Role_Roles_role_idx','index','CREATE INDEX 
Person_Role_Roles_role_idx ON Person_Role_Roles (Role2)')
CREATE TABLE School_Student_ (School1 INTEGER,Student2 INTEGER UNIQUE)
DELETE FROM schema WHERE name='School_Student_' and type='table'
INSERT INTO schema VALUES ('School_Student_','table','CREATE TABLE 
School_Student_ (School1 INTEGER,Student2 INTEGER UNIQUE)')
CREATE INDEX School_Student__all_idx ON School_Student_ (School1,Student2)
DELETE FROM schema WHERE name='School_Student__all_idx' and type='index'
INSERT INTO schema VALUES ('School_Student__all_idx','index','CREATE INDEX 
School_Student__all_idx ON School_Student_ (School1,Student2)')
CREATE INDEX School_Student__school_idx ON School_Student_ (School1)
DELETE FROM schema WHERE name='School_Student__school_idx' and type='index'
INSERT INTO schema VALUES ('School_Student__school_idx','index','CREATE INDEX 
School_Student__school_idx ON School_Student_ (School1)')
CREATE INDEX School_Student__student_idx ON School_Student_ (Student2)
DELETE FROM schema WHERE name='School_Student__student_idx' and type='index'
INSERT INTO schema VALUES ('School_Student__student_idx','index','CREATE INDEX 
School_Student__student_idx ON School_Student_ (Student2)')
CREATE TABLE Employee_Office_ (Employee1 INTEGER,Office2 INTEGER)
DELETE FROM schema WHERE name='Employee_Office_' and type='table'
INSERT INTO schema VALUES ('Employee_Office_','table','CREATE TABLE 
Employee_Office_ (Employee1 INTEGER,Office2 INTEGER)')
CREATE INDEX Employee_Office__all_idx ON Employee_Office_ (Employee1,Office2)
DELETE FROM schema WHERE name='Employee_Office__all_idx' and type='index'
INSERT INTO schema VALUES ('Employee_Office__all_idx','index','CREATE INDEX 
Employee_Office__all_idx ON Employee_Office_ (Employee1,Office2)')
CREATE INDEX Employee_Office__employee_idx ON Employee_Office_ (Employee1)
DELETE FROM schema WHERE name='Employee_Office__employee_idx' and type='index'
INSERT INTO schema VALUES ('Employee_Office__employee_idx','index','CREATE 
INDEX Employee_Office__employee_idx ON Employee_Office_ (Employee1)')
CREATE INDEX Employee_Office__office_idx ON Employee_Office_ (Office2)
DELETE FROM schema WHERE name='Employee_Office__office_idx' and type='index'
INSERT INTO schema VALUES ('Employee_Office__office_idx','index','CREATE INDEX 
Employee_Office__office_idx ON Employee_Office_ (Office2)')
INSERT INTO Person_ (id_,type_,name_,age_,sex_) VALUES 
(NULL,'Person','Jeff','32','0');
INSERT INTO Person_ (id_,type_,name_,age_,sex_) VALUES 
(NULL,'Person','Jill','33','1');
INSERT INTO Person_ (id_,type_,name_,age_,sex_) VALUES 
(NULL,'Person','Jack','15','0');
INSERT INTO Person_ (id_,type_,name_,age_,sex_) VALUES 
(NULL,'Person','Jess','15','1');
INSERT INTO Person_Person_Children (Person1,Person2) VALUES ('1','3')
INSERT INTO Person_Person_Children (Person1,Person2) VALUES ('2','3')
INSERT INTO Person_Person_Children (Person1,Person2) VALUES ('2','4')
INSERT INTO Person_Person_Father (Person1,Person2) VALUES ('3','1')
INSERT INTO Person_Person_Mother (Person1,Person2) VALUES ('3','2')
INSERT INTO Person_Person_Mother (Person1,Person2) VALUES ('2','2')
INSERT INTO Person_Person_Siblings (Person1,Person2) VALUES ('3','2')
INSERT INTO Person_Person_Siblings (Person1,Person2) VALUES ('2','3')
INSERT INTO Role_ (id_,type_) values (NULL,'Employee');
INSERT INTO Employee_ (id_) values (1);
INSERT INTO Person_Role_Roles (Person1,Role2) VALUES ('1','1')
INSERT INTO Employee_Office_ (Employee1,Office2) VALUES ('1','1')
INSERT INTO Role_ (id_,type_) values (NULL,'Student');
INSERT INTO Student_ (id_) values (2);
INSERT INTO Role_ (id_,type_) values (NULL,'Student');
INSERT INTO Student_ (id_) values (3);
INSERT INTO School_ (id_,type_) values (NULL, 'School');
INSERT INTO Office_ (id_,type_) values (NULL, 'School');
INSERT INTO Person_Role_Roles (Person1,Role2) VALUES ('3','2')
INSERT INTO Person_Role_Roles (Person1,Role2) VALUES ('2','3')
INSERT INTO School_Student_ (School1,Student2) VALUES ('1','2'